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Abstract, Three experiments investigated procedures derived from research on
knowledge acquisition, group processes, and artificial intelligence for facilitating the
development of expertise. In each experimental session, subjects learned to control a
simulated sugar production factory. Then they formulated written policies for
controlling sugar production either alone as individuals or in small groups. An
adaptive Al system provided feedback on policy quality. The research also investigated
the use of forced reflective practice in which learners attempted to predict what their
policy would do while performing the task. The Al system provided feedback about
what their policy would have done in each situation and the outcome based on their
policy’s response or their suggested alternative response. Results indicated that group
interaction and feedback from the Al system improved policy quality. However, only
when all three procedures were employed, group interaction, Al feedback, and forced
reflective practice, was the development of individual expertise on the task enhanced.

1. Introduction

As any parent, coach, or teacher can tell you, helping someone improve their skill on
a complex task is usually a very slow process. Even when you see obvious deficiencies
in a learner’s behaviour, and the relevant information seems easy to verbalize,
improvement is usually slow. For example, recognizing a flaw in someone’s golf swing
and communicating it to them infrequently leads to sudden rapid improvement.
Instead, many hours of deliberate practice are required to effectively change the swing.
Such observations on the slow pace of skill learning are consistent with recent studies
suggesting that it takes about ten years to become a true expert in most domains
(Ericsson and Crutcher 1990). In a recent investigation of exceptional performance,
Ericsson and Charness (1994; see also Ericsson et af. 1993) concluded that the major
determinant of skill Jevel is accumulated hours of deliberate practice rather than talent
or ability. Thus, the major impediment to developing expertise appears to be time and
effort rather than talent (Ericsson and Charness 1994, Ericsson ef af, 1993).

Finding ways to speed up the development of expertise could have great benefits.
The present research uses a theoretical framework derived from several research areas,
including knowledge acquisition, group processes, and artificial intelligence, to
develop a set of procedures for facililating the development of expertise. These
procedures are based on four underlying assumptions about the development of
expertise that are consistent with empirical research findings: (a) People have two
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model-based (conscious, explicit) knowledge—that can be used to perform complex
tasks {e.g. Berry and Broadbent 1988, Elio and Anderson 1981, Hayes and Broadbent
1988, Malt 1989, Mathews ez «l. 1989, Reber 1989, Regehr and Brooks 1993, Vokey
and Brooks 1992). (b) There is a strong tendency to rely on case-based knowledge and
ignore one’s mental models when performing a complex task. (c) There are often large
discrepancies between these two types of knowledge that learners may not recognize.
(d) Conscious and effortful attempts to integrate the two types of knowledge while
performing a task are critical for speeding up the development of expertise.

These assumptions suggest that the key to speeding up the development of expertise
is to provide learners with better mental models and get them to use them (integrate
their mental models with case-based knowledge) when performing a task (cf. Anderson
1983). This is not easy, however, because of the very strong tendency to ignore mental
models and use case-based implicit knowledge (Berry and Dienes 1993, Reber 1993)
when performing a task. Research demonstrates that, once people have some level of
facility, there is a strong tendency to get into flow (Csikszentmihalyi, 1990) and rely
cutirely on case-based knowledge to perform the task. Integrating new model-based
knowledge with case-based knowledge requires a special type of practice in which
learners compare responses suggested by mental models with their own intuitive (case-
based) reactions to the task. One current view of expertise hypothesizes a positive
relation between level of expertise and the degree to which experience with cases alters
one’s domain mode! (Scardamalia and Bereiter 1987, 1991). This idea is similar to
Ericsson et al.’s (1993) concept of deliberate practice.

In the present study, sets of procedures, described in detail laler, were devised to
encourage this type of retlective integration of the two types of knowledge throughout
the learning process, beginning with complete novices. The procedures utilize group
discussions among learners to formulate explicit models of task performance and
subsequent evaluation and enhancement of their explicit models by an adaptive
artificial intelligence system.

2. Theoretical framework

2.1 Two types of knowledge

Consistent with many theorists and empirical dala in the fields of knowledge
acquisition and expertise, we believe that human experts have two separate and
partially independent sources of knowledge (Anderson 1983, Berry and Diencs 1993,
Lewicki 1986, Mathews ef af. 1989, Reber 1993). One source of knowledge, that we will
refer to as case-based knowledge, consists of memories of past cases or experiences
involving performance of the task. Case-based knowledge of experts is extremely
complex and rich and is only partially accessible to conscious awareness. That is, it is
targely implicit. Experts oflen rely on memories of past cases or case-based reasoning
to make decisions about what 10 do in new situations. Much of the case-based
knowledge that is accessible to consciousness is only available when it is being used
{when action on a similar case is required in the task domain).

The second source of knowledge consists of internalized mental models and other
declarative knowledge (c.g. textbook instructions, general rules, lecture notes, etc.)
that can be applied in the task domain. Thus, this knowledge often does not contain
ready-made solutions or specific responses to experienced problems. Some sort of
interpretative or inferential process must be used to decide on a course of action.



Facilitaring expertise 261

Mental models, even those used by experts, tend to be simplified representations of a
task domain (Ornstein and Ehrlich 1989). They are like mental road maps. They are
convenient to carry around and access in our heads (easy to recall) and to use to
communicate with others. Like mental maps of familiar places, however, they are
usually incomplete and partially incorrect (Tversky 1981).

In an ideal world, there would be a high level of agreement between one’s mental
models and one’s case-based knowledge. However, we know that this is frequently not
true in real life. There are often dissociations between individual's mental models and
the way they actually perform a task (Berry and Broadbent 1984, Nisbett and Wilson
1977). When asked to describe their performance, there is a tendency to rely on mental
models to tell others how to perform the task (Boshuizen and Schmidt 1992). Yet the
actual performance usually depends more on case-based knowledge (Mathews ot o,
1989). Thus what experts say they do to perform a task and what they actually do are
not always the same. )

At times, especially when people are engaged in deliberate practice of a task, they
attempt to integrate their conscious strategies or active mental models with their actual
performance of the task. This process, which we call reflective integration, is itlustrated
in Figure 1. The larger number and variety of geometric shapes in the bottom of the
figure represents the richer case-based knowledge of the task. The single shape on the
top of Figure 1 represents a mental model for the case-based knowledge that it
summarizes. Like a road map, mental models may effectively summarize some of the
information in the case-based knowledge base; however, models are bound to be
simplifications and therefore they are incomplete at best (see Ornstein and Ehrlich
1989 for a provocative discussion and evidence of limitations of mental models).
Reflective integration on how we perform a task is only one source of input for
developing mental models. We also import models from other tasks we have learned
to perform and from reading or being told how to perform the task. Thus, there is
ample opportunity for the development of dissociations between our models of the
task and our actual performance.

The process of reflective integration is crucial for changes in development of
effective mental models and for putting new or changed models into action (integrating
them with case-based knowledge) (Scardamalia and Bereiter 1991). Unfortunately,
this process is effortful and less fun than mindlessly performing the task or being in
flow {Csikszentmibalyi 1990, Ericsson ez al. 1993). Also, although progress tends to be
slow, learners know that progress can often be made by mere repetition of the task,
without reflective integration (this type of learning has been studied extensively as
implicit learning, see Reber 1993 or Berry and Dienes 1993 for reviews). Thus, there is
a strong natural tendency to perform a task without attempting effortful reflective
integration. Only under the best of conditions with highly motivated fearners guided
by knowledgeable and capable coaches are people likely to engage in this type of
deliberate practice (see Ericsson et al. 1993). Consequently, there is always the
possibility that well intentioned lectures or feedback about performance may affect
declarative knowledge (mental models) without having much impact on task
performance (relying heavily on case-based knowledge). Thus, we believe, one key to
improving the speed of skill acquisition is to increase the amount of reflective
integration during performance of the task (Biemiller and Meichenbaum 1992).
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2.2, Group processes
Given contemporary research findings on the effectiveness of group problem solving
and decision making (e.g. process loss, conformity pressure, groupthink, risky shift),
one would wonder why we ever want to do anything in a group (see Aronson ef al.
1994, Chapter 9, for an excelient overview of problems with working in groups). Yet,
we suggest that putting novices (ogether in a group to talk about and formulate a
group policy for performing a task will be a useful tool for enhancing the development
of expertise (a sort of confederacy of dunces approach). The need to communicate
one’s methods of performing the task with others is likely to stimulate refiection about
how one is performing the task. Thus, working in groups can be expected to stimulate
reflective integration between one’s mental model of the task (needed for com-
munication with group members) and one’s task knowledge (implicit or case-based
knowledge of the task). In agreement with Baars (1988) and others (Jaynes 1976,
Vygotsky 1962), we see a connection between communicating with others and
communicating with ourselves {integrating different types of knowledge). By forcing
our subjects to communicate their ideas about performing a task with others, we
expect that it will facilitate integration of their two types of knowledge of the task.
A second important contribution that group interaction can make to development
of expertise is to expose learners to alternative approaches to the problem. Once
learners have developed an approach or representation of a problem, there is a strong
tendency to stick with it even in the face of considerable evidence that it does not work
well (Glucksberg and Danks 1968, Luchins 1942). Even when we know our mental
model is inadequate and we want to change our minds (create a new mental model),
the currently activated model may inhibit other possibilities from coming to mind
{Martindale 1981, Norman 1993). This inability to find alternative mental models
provides the second opportunity for group benefit. By listening to the notions of others
trying to perform the same task, we are exposed to more ideas for new mental models.

Mental Modeis

Group Verbal
Input  we—t . ) Reports

- =—_p Behavior

Case Based
Knowledge
Figure 1. Knowledge sources that influence one’s mental model of a task. Reflective
Integration is a conscious process of integrating case-based knowledge with one’s
mental model.
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Thus. group interactions might facilitate expertise by stimulating reflective integration
of the two types of knowledge and suggesting new approaches to replace currently
inadequate mental models of the task.

23, Alinput

Another problem with people’s use of mental models is that we often do not test them
very accurately or thoroughly. If they ‘sound good ', we are likely to be satisfied. Even
when we are induced Lo deliberately test a mental mode] we are usually not very good
atit. Rather than looking for negative evidence, we look for situations that confirm the
model (confirmation bias; Nisbett and Ross 1980, Tweney ef al. 1981). Thus,
individual attempts to judge the quality of mental models are not optimal. In this case,
working in groups or group decision making only tends to make things worse
(conformity pressure, risky shift, groupthink, etc.; Hackman and Morris 1978;
McGrath 1984 Steiner 1972).

This is where Al can make a valuable contribution to the development of expertise.
If explicit policies (verbalized mental models) can be tested and perhaps improved by
smarl computer systems, then individual learners could rapidly improve their mental
models of the task, avoiding the pitfalls of human judgment (Norman 1993).

In this research, we used a variant of a classifier system (Holland 1986) to evaluate
and improve the policies generated by groups of learners for performing the task. A
classifier system is a production system in which rules compete against each other
based on strength (past success rate for each rule), specificity (number of conditions
specified). and support (agreement in action with other rules) to control the system’s
response. Thus, the system not only evaluates a policy by using it to perforn the task,
it also adjusts the strength of the rules to optimize success with a given set of rules. Our
classifier system, called THIYOS (Druhan and Mathews 1989), altered the rule
strengths to optimize performance with a given set of rules. Then feedback was
provided to the groups that generated a policy on the level of performance achieved by
their policy.

In the present research, three experiments were conducted. They represent successive
attempts to develop effective procedures for facilitating the development of expertise
based on the above theoretical framework.

3. General method

3.1, Sugar production task

The task used in the three experiments is a dynamic systems control task in which
subjects learn to control sugar output in a computer simulated sugar production
factory (Berry and Broadbent 1984, 1988). It has some properties that suggest it might
be a good analogue for studying development of expertise in real domains: first, it is
hard to learn. Only about 1/3 of our coflege student subjects show substantial gaingin
performance after an initial six hours of practice. Second, studies of the type of
knowledge used to perform the task indicate that subjects usually rely on case-based
knowledge (see Berry and Dienes 1993). Thus, as in many real life tasks, case-based
knowledge seems to dominate performance. Mental models seem to develop late in
learning the task (Stanley er a/. 1989) and often seem independent of ability to perform
(Berry and Broadbent 1984, 1988). Even giving subjects verbal clues to help perform
the task tends to have small effects on performance (Stanley ef af. 1949). Even though
sugar production is controlled by a straightforward formula, subjects rarely discover
and explicitly state the formula. Finally, there seems to be a large chasm between
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knowledge used to perform the task and the ability to verbalize knowledge of the task .
(Berry and Broadbent 1984, 1988). In some studies, a negative correlation has been
observed between ability to perform this task and ability to answer questions about the
task (Berry and Broadbent 1988). Since these qualities are well known features of
expert knowledge in real domains (Chi ef af. 1989, DeGroot 1965, Hoffman 1987,
Lesgold ef al. 1985), this task might serve as a good experimental task to study the
development of expertise—without waiting ten years for it to occur naturally.

Sugar output is controlled by the equation ilustrated in Figure 2. Although the
equation is not very complex, the counterintuitive dependence of current output on the
previous output level and the 1000 ton noise element in the formula makes the solution
nonobvious and the task quite difficult to learn. The goal of the task was toachieve and
maintain a 6000 ton target level of sugar production. The subject could achieve the
target level by changing the number of workers employed at the factory on each
successive trial. The subjects were instructad to enter a number between 100 and 1200
in increments of 50 (e.g. 200, 350, etc.) on the computer keyboard. The number entered
on each trial represented the number of workers 10 be employed for the next
production period (trial). The level of sugar production was determined by the
equation: P = (20 x W)~ Pl + N, where P = output level of sugar production, P1 =
current level of sugar production (for trial ¢~ 1) before the new level of workers was
assigned, and W = the number of workers assigned. Following Berry and Broadbent's

Sugar Production Task

Tri Work Force Output Tons Tons off
rial Selected of Sugar Target
6000 [}

1 700 8000 2000

2 900 10000 4000

3 800 7000 7000

4 1000 12000 8000

Output = 20 X workers - provious output pius or minus noisa.

Figure 2. A typical sequence of trials in the Sugar Production Task. The noise variable
takes on two values, 0 and 1000, with probabilitics of 1/3 and 2/3, respectively.
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(1984) procedure, the equation for new output level included an unpredictable element
(N} or noise factor (i.e. 0, +1000 or — 1000 tons of sugar). Sugar production could
vary from 1000 to 12000 tons. If subjects’ responses resulted in an outcome higher
than 12000 or lower than 1000 tons, the computer would display 12000 or 1000 tons,
respectively.

All subjects received feedback regarding their performance (sugar output} on the
task after each trial on the computer screen. A graph showing the cumulative history
of the inputs (number of workers) and outputs (tons of sugar) for each sequence of ten
trials was also displayed on the computer screen. In addition, after each sequence of
ten trials the computer provided a score indicating the average distance from the target
level during that block of trials. A different, random starting level of workers and
initial sugar production level was presented to the subjects at the start of each block
of 10 trials. A single random sequence of starting levels across trial blocks was used for
all subjects. The target level of output (6000 tons) remained constant throughout the
experiment.

Process Control Paradigm
For Group Policy Setting Studies

‘ Individual Practice ’
+

l Make Group Policy ]——0 ;?éy%ieivg’:ﬁass
i

[(individual Practice }4—,_./

sadback
!

] Revise Group Policﬂ ———p | THIYOS Evaluates
1 and Tunes Policy

undividual Practice }
i
L Revise Group Po!i;ﬂ

Feedback

Figure 3. Flow chart of general procedure followed in the experiments.
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3.2, General procedure

The three experiments use the basic procedure outlined in Figure 3. Subjects
participated in three practice/policy setting sessions. In each session, groups of 4 to §
subjects practised the sugar production task for one hour individually. Then they got
together (or in some cases worked alone as singles) 10 write a set of rules or a policy
for controlling sugar production. The policy told what level of workers to use in
various situations. After each session the policies were coded into classifier rules by a
programmer and then they were tuned and evaluated by THIYOS (Druhan and
Mathews, 1989).

3.3. THIYOS

THIYOS evaluated the policy by using it to perform the sugar production task and
tuned the policy by adjusting the strength of rules. Each rule in a policy that had its
conditions matched on a particular trial competed with the other rules to control
setting the number of workers for the next trial. Rules bid for contro! based on their
strength (an index of prior success with that rule), specificity (number of conditions),
and support (agreement in action with other bidding rules). Winning rules that led to
successful output (within 1000 tons of target level) had their strength increased. Rules
that resulted in output further away from target lost strength based on their bid.
THIYOS tuned the policy by using it for a large number of trials and then evaluated
performance of a policy after tuning. A tuned feedback score was provided to the
groups.

Knowledge of THIYOS consists of sets of if-then or classifier rules that compete
aguinst each other to control the actions of the system. The initial step in evaluating
a policy requires translating subjects’ or groups’ policies into sets of classifier rules.
Each rule has a cendition side (the *if" part) that specifies certain things that must be
true in order for the rule to compete, and an action side (the ‘then’ part) that specifies
whal action to take if the rule wins the competition. A standardized representation of
rules is used in which successive groups of symbols represent features. A feature is a
variable that subjects attend to when deciding how many workers to use. For example,
subjects might say in their policy that one should increuase the size of the workforce if
sugar production is below target. In this case, the difference between current sugar
production and the target level is the feature or variable that would be represented in
the condition side of a rule.

Recall that the task was structured in blocks of ten trials and the subjects were given
a graphic display of inputs and outputs on the current block. This, in effect, provided
the subjects with a perfect memory of all events back to the first trial of the current
block. Therefore, subjects could, and often did, state rules whose conditions referred
to events occurring several trials back. In order to provide THIYOS with comparable
knowledge of events on earlier trials, trial number (1-10) was included as a feature that
could be used in rules, and THIYOS kept a record of all the feature values that
occurred on each trial within a block. Whenever a policy referred to earfier trials {e.g.
raise workforce size if production on the preceding two trials was below target level),
THIYOS would retrieve the feature values from the relevant trials and match those
against the rules condition(s).

The following additional features were encoded in the condition side of rules: (1) the
current number of workers; (2) current level of production; (3) a flag (binary feature)
indicating whether the level of current workers is greater than or less than 600; (4) a
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flag indicating whether current production is above or below target; (5) a flag POI'CY Quahty
indicating whether or not production is close (<.g. plus or minus 1000) to target; (6) a
flag indicating the trend of workers, up or down; (7) a flag indicating the trend of 5000
production, up or down; and finally (8) a flag indicating the trend of production, 4500 +
moving toward or away from target production. .. 4000 |

A rule is ‘matched’ and, therefore, allowed to compete against other matched rules g
to control THIYOS® response when all of its features are “true’. Whenever a feature E 3500 + \\:
is ignored in a rule (not mentioned) a special *don’t care’ symbol was used in the 8 3000 +
position for that feature in the rule. This ‘don’t care’ symbol is considered always to 2500 +
be ‘true’ (see Holland e/ al. 1986). 8 2000 |

Sometimes it was necessary to combine several conditions into a single rule. For
example, the rule, “if you hit the target on the last trial and on the trial before last, then @ 1500 +
use the same number of workers again’, contains two conditions referring to events on = 1000 +
different trials. Therefore, THIYOS’s rule would have two conditions combined by a 500 +
logical AND operator. In that case, both conditions would have to match in order for | , 1
the rule to compete. Additionally, a logical OR operator was included for disjunctive Y T f 1
conditions in which matching either condition or both was sufficient for the rule to be 1 2 . 3
considered malched. Session

The uction side of all rules was a value or range of values indicating how many
workers 10 use on the current trial. For example, the action might say to use 350 tlb Individual Pert. -@- Unassisted Perl. -k~ Assisted Perf. ]
workers or 10 use more than 600 workers. Whenever the action specified a range rather
than a specific value, THIYOS computed the upper and lower bound of possible
values and randomly selected a value within those bounds.

The tuning process consisted of 800 trials in which THIYOS selected a winning rule, ®) StUdy 1
assigned a new level of workers according to the action of the winning rule, and o
adjusted strengths of winning rules in accordance with how close they come to the Individual Performance
target level of production when they were used. Rules that have their conditions
satisfied bid to win control of the system. Bids consist of the summed values of their 5000
strength, specificity, and support. Strength js an index of the prior success achieved 4500 1
when the rule was used. Specificity refers to how many features have values specified ~ 4000 1
{c.g. do not contain ‘don’t care” elements). Thus THIYOS gives more weight to rules Dz 4
that more completely specify the exact situations in which they apply. Support refers 8

3
to how many other rules with their conditions satisfied agree on the specified action 3o= 3000 +
(e.g. agree that the new level of workers should be 600). » 2500 +
Initially. all of the policy rules were assigned a strength of 100. The performance of

policies was measured by having THIYOS perform 800 trials of the sugar task while

adjusting rule strength after each trial. During tuning, rules that were successful (got § 1500
close to target production levels) were increased in strength and rules that resulted in 1000 +
production levels far from target were decreased in strength. The average distance 500 +
from target in the final 200 trials was used as the measure of performance after tuning 0 ; , .
| T I T
by THIYOS. . 1 2 3
Session

4. Experiment 1
In the first experiment, we compared three conditions: Singles were composed of L‘.‘ Singles 8- Unassisted Groups -k~ Assisted Groups

subjects (N = 28) who always worked alone. Instead of meeting with a group, each
person developed her/his own policy for controlling sugar production. These subjects
neither had the benefit of group interaction nor feedback from THIYOS. Unassisted
groups were composed of subjects (N = 25) who met as a group to devise their policy
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